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Network Hierarchy and Multilayer Survivability

[Editor's note: Not all topics listed below may be covered in the initial draft.  This version is for discussion purposes only.  Comments are solicited.]

Introduction

This document presents various aspects of network survivability in a service provider environment.  The objective is to describe the technical issues and principles in the deployment of survivability mechanisms, and to provide guidelines and requirements for the development survivability capabilities and support systems.  A main goal is to ensure the interoperability of such mechanisms between multi-vendor equipment in a service provider network.  Thus, the initial focus is primarily on intra-domain operations

However, to maintain consistency in the provision of end-to-end service in a multi-provider environment, rules governing the operations of survivability mechanisms at domain boundaries must also be specified.  While such issues are raised and discussed, where appropriate, they will not be treated in depth in the initial release of this document.

Definitions

Network hierarchy is an abstraction of part of a network's topology and the routing and signaling mechanism needed to support the topological abstraction.  Abstraction may be used as a mechanism to build large networks or as a technique for enforcing administrative, topological or geographic boundaries.  For example, network hierarchy might be used to separate the metropolitan and long-haul regions of a network or to separate the regional and backbone sections of a network [Bert Wijnen].  In this document, network hierarchy is considered from two perspectives:

(1) Vertically oriented: between two network layers

(2) Horizontally oriented: between two areas or administrative subdivisions within the same network layer

[Editor’s note: The MPLS-recovery framework document [
] does not cover not all of the terms in the list below.  The definitions provided therein, while may not be general enough for the scope of this document, may be used as a base to expand/refine out a definitions list.  A goal is for this document to define precisely the terms related to survivability so as to enable the associated requirements documents to describe precisely which of the survivability areas will be addressed.]

[Jim Boyle: In looking at some different drafts, I did see some arbitrary distinctions in terminology that might be confusing (e.g. that of protection switching = reserved bw and restoration = shared bw in draft-lang-ccamp-recovery-00.txt).]

Protection is a survivability technique based on predetermined failure recovery: as the working entity is established, resources are reserved for the protection entity.  These resources may be used by low priority traffic if traffic preemption is allowed.  Depending on the amount of reserved resources, not all of the disrupted traffic may be protected.

Protection switching is a physical-layer protection mechanism, e.g., SONET APS (Automatic Protection Switching).  There are two general types: 1+1 or 1:1 (or more generally 1:n).  When failure is detected, switches at the ends of a link are activated to (1) reroute signals from the working channel to the protection channel in the case of 1:n protection, or (2) to select the signal from the protection channel in the case of 1+1 protection.

[Editor's note: additional definitions for 1:1, 1+1, M:N, shared mesh, UPSR, BLSR, P-cycles to be provided.]

Recovery is the sequence of actions taken by a network after failure has occurred to maintain the required performance level for existing services.

Recovery time, also called restoration time, is the time interval from the occurrence of a network impairment to the instant when disrupted traffic is completely rerouted. [Editor's note: further refinement is needed: e.g., until spare resources are exhausted and/or no more preemptable traffic.]

Rerouting is placement of disrupted traffic from the working entity to the protection entity, after the path for the protection entity has been selected.  Restoration is sometimes referred to as recovery by rerouting.

Restoration is a survivability technique that dynamically discovers the alternate path from spare resources in network, or establishes new paths on demand, for disrupted traffic once the failure is detected.  The new path may be based on preplanned configurations.

Alternate definition [Ron Bonica]

Restoration - A network's ability to re-establish connectivity, without human intervention, after the failure of a network element or network link.  The period after which connectivity must be restored is subject to definition by a service level agreement.  Also, the degree to which the restored service may be degraded is also subject do definition by a service level agreement.

Survivability is the capability of a network to maintain service continuity in the presence of faults within the network [
].  Survivability techniques such as protection and restoration are implemented either on a per-link basis, on a per-path basis, or throughout an entire network to alleviate service disruption at affordable costs.

Alternate definition [Ron Bonica]

Survivability - The ability to maintain connectivity during network failures. The degree to which connectivity can be degraded during a network failure is subject to definition by a service level agreement. Levels of degradation are defined in terms of throughput, latency and jitter.

Service Requirements

With service continuity under failure as a goal, a network is "survivable" if, in the face of a network failure, connectivity is interrupted for a brief period and then restored before the network failure ends.  The length of this interrupted period is dependent on the application supported.  Here are some application requirements:

· Best-effort data: restoration of network connectivity by rerouting at the IP layer would be sufficient

· Premium data service: (TCP or application protocol timer requirement?)

· Voice: call cutoff is in the range of 140 msec to 2 sec

· Other real-time service (streaming, fax?)

· Mission-critical applications: timing requirement?

[Editor's note: Input from the team is needed to fill in the above.]

The following is subject to definition by a service level agreement:

· The period during which connectivity can be interrupted.

· The degree to which the restored service may be degraded.

· The degree to which connectivity can be degraded during a network failure.  Levels of degradation can be defined in terms of throughput, latency, and jitter.  Also, minimize packet loss and packet mis-sequencing during the recovery period.

· The types of failures during which connectivity must be maintained.  For example, a service level agreement might require survivability in the face of a single trunk failure, but not in the case of a double trunk failure.

Differentiation of service reliability – the capability to specify and implement a different protection/restoration strategy (e.g., restoration priority, restoration time) for each class of traffic.

Other service objectives: (1) Enhance network integrity (i.e., reliability and maintainability) by using mechanisms and adopting policies to minimize the vulnerability of a network to service outages due to any hardware/software/procedural faults, failures or errors.  Such outages may be due to problems in a system component or in the infrastructure.  (2) Minimize impact to services and network performance within given constraints (e.g., minimize the impact due to the traffic imbalances created by network failures).  (3) Survivability mechanisms deployed in the backbone should be scalable and therefore should not be customer-specific, e.g., not on a per-VPN basis.

Operational requirements

Maintain a network’s ability to operate at a stable state (e.g., automated control capabilities that will allow a network to adapt quickly to any significant changes in its state).

Support network maintenance operation by allowing service providers to follow their desired practices

For MPLS OAM requirements, see [
].

Types of network failures

What types of faults exist?  What is the effect of a fault type on traffic?

Fault detection and coverage: different types of failures may be best handled by recovery actions at a certain layer.  Which layer/what mechanism is responsible for recovering from which fault?

Link failures: fiber cuts, transmitter failures

Node failures: processor or line card failures, memory failures, power failures, procedural errors such as misconfiguration

Network’s Response to Failures

Failure detection

Notification: control message propagation

Route selection: pre-planned, pre-calculated, dynamic

Rerouting

Normalization (in revertive mode)

What are the timing requirements for each of the above operations in different network types?

What are the quantitative requirements (e.g., latency) for completing restoration under different protection modes (for both local and end-to-end protection)?

[Editor’s note:   Service requirements probably need to be understood first.]

Layering Principles and Protection/restoration granularities

Time scale of operations: the closer to the fault a recovery action is performed, the faster the recovery

Recovery unit: virtual circuit or path, link, wavelength, fiber (the higher the layer, the finer the granularity)

Granularity of connections: single connection, bundle of connections

Traffic unit: per flow, per diffserv class, per traffic trunk

Network designs for survivability

What are the requirements with regard to the protection modes to be supported in a given network layer or a given network type:

Examples: 1:1, 1+1, M:N, shared mesh, UPSR, BLSR, newly defined modes such as P-cycles, etc.

(What are the trade-offs in using different approaches in different layers/network types?)

Tradeoff between protection and restoration: better resource utilization, longer restoration time

What are the requirements on local span (i.e., link by link) protection and path-based protection, and the interaction between them?

[Editor’s note:  Precise definitions must be provided to the above and other protection modes, as well as terminology like span, connection, endpoint.  Only after this is understood before we can talk about their requriements.]  

Restoration priority, preemption (this may involve requirements for policy support):

Restoration priority is used to determine the order in which connections are restored.  Preemption priority should only be used in the event that all connections cannot be restored, in which case connections with lower preemption priority should be released.  Types of connections that are preemptible are those used by providers as donated research networks, test networks, or connections allocated to networks that have other means of restoration.  Restoration priority would be useful if it results in a restoration time on the order of current SONET/SDH protection systems for the highest priority connections.

Protection/restoration at different layers

Current network hierarchy: IP, MPLS/ATM, SDH/SONET, optical layer

· Restoration of connections in mesh optical networks (opaque or transparent)

· Restoration of connections in hybrid mesh-ring networks

· Restoration of TDM networks (SDH/SONET)

· Restoration of LSPs in MPLS networks (implemented by LSRs overlaid over ATM or directly on a transport network, e.g., optical)

· Restoration of IP-routed traffic

Functional distribution: physical layer impairments and fault isolation more easily handled by lower layers; protocol errors, node malfunction and rerouting more easily handled by higher layers.

Benefits: each layer does its best – enables a faster response to failures, thereby increasing network reliability

Features, advantages, disadvantages, issues, requirements for each layer.

Coordination among layers

As described in the previous section, survivability techniques can be implemented in different layers.  Thus, in a multilayer network, e.g., an MPLS network realized over point-to-point optical connections, one question is what are the criteria to choose which layer should provide which survivability function/mechanism.  Here are some possible criteria:

- cost

- service impact which includes both speed of protection and the latencies in the network minutes after the protection.

- Granularity, priority, preemptibilty

- Failures within a layer can be guarded against by techniques either in that layer or at a higher layer

- Shielding of high layers from transport failures

- Escalation strategy

The use of multilayer survivability allows the optimization of spare resources through the improvement of resource utilization by sharing spare capacity across different layers.  This sharing of spare capacity minimizes the amount of spare capacity required at each layer.  However, the economic benefits of multilayer survivability for IP networks are driven by not only such theoretical efficiency, and not as much so by equipment and physical facility costs, but more so by operational costs.  If the additional complexity made the set of networks easier to operate, this would be a significant benefit.

Assuming that multilayer survivability is to be deployed for an IP network, optimization of the overall approach is important.  That is, restoration at the IP, MPLS LSP, and physical connection level needs to be at least coordinated with automatic discovery and/or configuration controls that would allow a service provider to economically optimize deployment of restoration across a range of network ownership, lease, partnership arrangements.

A default coordination mechanism for inter-layer interaction could be the use of nested timers, as has been done traditionally for backward compatibility.  Thus, when lower-layer restoration takes longer time than higher-layer restoration, a hold-off timer is triggered to avoid contention between the different single-layer recovery schemes.  In other words, multi-layer interaction is addressed by having successively higher multiplexing levels operate at restoration time scale greater than the next lowest layer.  Currently, if SONET protection switching is used, MPLS recovery timers must wait until SONET has had time to switch.  However, this may not be feasible if one desires very rapid MPLS restoration.  This leads to the following requirements:

· There should be configuration options to change the values of these timers and/or disable protection/restoration at various levels.  Ideally, there would be an automatic means for higher levels to learn about what has been configured at a lower level.

· There should be a mechanism provided for a provider to control the operation of restoration/protection between different levels in a manner that IS NOT determined by the nested timers.

Evolution towards IP over optical

Issues, requirements

Signaling Protocol Mechanisms and Requirements

[Editor's Note: Besides signaling protocol, are there any requirements for routing protocols and their possible extensions?]

Generic requirements: Signaling protocols should be robust, scalable, secure, and fast too.

Minimize the state overhead in maintaining at each node the recovery information (e.g., number of backup paths, level of coverage desired) to enable a switchover in the event of a fault

Signaling protocol is needed for such functions as fault notification, initiation of recovery operations, etc.  For the communication of these messages between network elements, using a signaling transport mechanism that is inherently part of a connection (e.g., in-band over SDH/SONET overhead bytes) is desirable in that it eliminates the potential for misconfiguration that exists in out-of-band signaling systems (such as out-of-band over an IP network).

The capacity of a signaling channel should be sized for the worst-case restoration scenario that the mechanism is specified to support.  For example, in a network with a maximum of C restorable connections traversing a "span," with a restoration time objective of T seconds, the signaling rate should be C/T restored connections per second.

Signaling speed requirements:

(1) What are the requirements on fault detection/localization mechanisms (which is the prelude to performing restoration procedures) in the case of opaque and transparent optical networks?  In a time-nested restoration paradigm, these become very small for an opaque network when compared with SDH/SONET detection intervals, which, are not fully interoperable at this low level.  [Editor’s note: this needs to be confirmed.]  In any event, these probably need to be as fast as possible.

(2) What are the requirements in the case of MPLS restoration?  If fast MPLS restoration could get down to several hundred milliseconds, this might (?) be close enough to meet the vast majority of the application requirements that currently specify 50 ms SDH/SONET restoration times.

Prioritization:

A higher priority should probably be given to the restoration/protection of connections since it provides the basic connectivity upon which IP routing must run.  In the event of a massive connection failure followed shortly thereafter by an IP route flapping incident, which should the route processor work on first? If intermediate connection restoration action processing were interleaved with route updates, the route flapping effect would likely be exacerbated or extended.

Requirements on the operation of restoration protocols:

They must be configurable (e.g., in the selection of the hold-off timer values) and capable of being monitored.  For example, there should be some indication of connections that a network level (or a hierarchical subdivision thereof) fails to restore.  There should also be some means to control reversion.  Automatic reversion to a more optimal state is desirable, but there should be a way to disable it for specific connections.  For example, if maintenance is occurring on nodes and/or facilities through which a connection passes, operations personnel need some way to keep the traffic off of the facilities that people are working on.

Survivability Measurements and Management

For each layer, define a set of measurements to characterize the survivability performance of a network.

What information should be measured/maintained by the control plane at each network element pertaining to restoration events?

The control plane should propagate correlation of resources to SRGs.  Issue: how interwoven should CAC/signalling and SRGs be.  [Editor's Note: Not sure what does this mean.]

Per connection

Active state: ideally this should be verified periodically somehow

Failed state: detected fault and type

Restoration status: Primary/backup, trying to restore, preempted

Per node:

Priority/preemption level as coordinated with other nodes in (sub)network

Restoration time by priority

What are the requirements for the correlation between control plane and data plane failures from the restoration point of view?

Some mechanism that prevents (or at least detects) configuration errors regarding which instance or identifier of a control plane protocol is associated with a specific data plane is a fundamental requirement.

Control Down / Data Down -> Protect, an obvious case.

Control Up / Data Down -> This happens sometimes, not sure if it needs to be fixed, as many bad things happen sometimes.  [Editor's Note: This should be illustrated by some examples.]

Control Down / Data Up -> There seems to be a requirement for persistence of connections during control failure in TDM networks.  Failure of control plane should probably activate switching in the data plane (as happens in IP networks).  [Editor's Note: Not sure what does this mean.]

Multi-Area Requirements

This section is concerned with horizontally oriented network hierarchy, i.e., the requirements for having multiple areas within an administrative domain.

One reason for horizontal hierarchy is functionality (e.g., metro versus backbone).  Geographic “islands” reduce the need for interoperability and make administration and operations less complex.  Using a simpler, more interoperable, protecion/restoration scheme at metro/backbone boundaries is natural for many provider network architectures.  In transmission networks, creating geographic islands of different vendor equipment has been done for a long time because multi-vendor interoperability has been difficult to achieve.  Traditionally, providers have to coordinate the equipment on either end of a "connection," and making this interoperable reduces complexity.  A provider should be able to concatenate protection/restoration mechanisms in order to provide a "protected link" to the next higher level.  Think of SONET rings connecting to TDM DXCs with 1+1 line level restoration between the ADM and the DXC port.  The TDM connection, e.g., a DS3 is protected, but usually all equipment on each SONET ring is from a single vendor.  The DXC cross connections are controlled by the provider and the ports are physically protected resulting in a highly available design.  Thus, concatenation of protection approaches can be used to cascade across horizontal hierarchy.  While not perfect, it is workable.

While the problems associated with multi-vendor interoperability may necessitate horizontal hierarchy as a practical matter (at least this has been the case in TDM networks), there may be no technical reason for it.  Thus, there should be no need for this in core networks, or even most access networks.  The only exception is where "toy" network elements (e.g. enterprise focussed IP solutions) act as edges on networks which carry too much information for them to maintain (e.g. no BGP, or even no OSPF!).  [Editor's Note: More explanation is needed for this scenario.]  For multi-provider environment with the use of BGP, policy is a must for horizontal hierarchy.  

A primary driver for intra-domain horizontal hierarchy is probably signaling scalability in the context of edge-to-edge VPNs, across potentially traffic-engineered data networks.  There are a number of different approaches to VPNs and they are currently being addressed by different emerging protocols: RFC 2547bis BGP/MPLS VPNs, provider-provisioned VPNs based upon MPLS tunnels (e.g., virtual routers), Pseudo Wire Edge-to-edge Emulation (PWE3), etc.

For signaling scalability, there are probably two types of situations of concern.

· Large flat routing domains where edge-to-edge (MPLS) signaling as implemented today would probably not scale for a large ISP.

· Networks which would like to signal edge-to-edge, and might even scale in a limited application, however, they are hierarchically routed (e.g. OSPF areas) and current implementations, and potentially standards prevent signaling across areas.  This requires the development of signaling standards that support dynamic establishment and restoration of LSPs across a 2-level IGP hierarchy.  [Question: Is there anything in the RSVP-based LSP specifications which limits an LSP from being setup across routing areas, or even multi-AS?  It may be possible that any such limitations today are merely artifacts of implementation, and not intrinsic limitations of the specifications.]

Another concern for signaling scalability is edge-to-edge O(N^2) type issue.  Depending on the value of N, the edge, or aggregation points, O(N^2) may be an inevitability.  However, for a large network, maintaining a "connection" between every edge ("end"?) is simply not scalable and can result in very inefficient designs if the "connection" has large discrete increments (e.g., lambda, OC-N).  The processing for establishing each connection is not the driving factor, it is the re-signaling of connections impacted by a failure that creates a tremendous spike in signaling traffic.  If network devices process signaling messages at a maximum rate, then restoration time is proportional to the number of connections.  Having restoration time grow proportional to O(N^2) is highly undesirable.

For routing scalability, especially in data applications, a major concern is the amount of processing/state that is required of a network.  If every node at a certain protection/restoration level must communicate and process the state of every other node, similar arguments to that of signaling apply in terms of scalability.  Furthermore, although aggregating routing information may be suboptimal, it may not be that much of a penalty if protocol mechanisms are available to expose the important details across "horizontal" network regions.

There is also the issue of management of the level of traffic engineering and routing information in a large ISP.  TE concerns are addressed in [
, 
, 
].

When horizontal boundaries are defined between two areas or administrative subdivisions within the same network layer, there are the following requirements:

· There should be a standard means to configure, discover, and/or coordinate which level is performing a particular type of protection/restoration at each boundary.  A protocol that allowed this information to be collected and assembled automatically would be quite valuable to operations.

· If different protection/restoration mechanisms are implemented on two sides of a boundary, there needs to be a least common denominator of these mechanisms at the boundary, e.g., 1+1 port protection for a highly-reliable service.  There should also be some standardized means for a protection/restoration scheme on one side of such a boundary to communicate with the scheme on the other side regarding the success or failure of the protection/restoration action.  For example, if a part of a "connection" is down on one side of such a boundary, there is no need for the other side to restore failures.

In designing protocols to meet the above requirements, a philosophy to keep in mind is that boundaries are either clean, or are of minimal value.  So, the less information propagation, the better (or just don't put up a boundary if you must have the information).  However, the concept of network elements that play on both sides of a boundary might be workable (e.g. OSPF ABRs).  That would allow for devices on either side to do a intra-area thing within their region of knowledge, and for the ABR to do this in both areas, and splice the two protected connections together at a common point (granted it is a common point of failure now).  If the limitations of this approach start to appear in operational settings, then perhaps it would then be time to start thinking about diety-route-servers and signalling propagated directives.  However, issues related to this are for further study.

Conclusions
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