>Hi,

>
>I've received the following comments from, amongst others, Dimitri Papadimitriou.

>
>===

>The first section of the draft after the table of contents should be the Introduction. >Terminology must come later.

Addressed/ section moved.

> ===

> The doc is applicable to both MPLS-TE and GMPLS, but the introduction does not make this sufficiently clear.

A statement is specifically added.

> ===

> Section 4.1.1 needs to be sure to cover MPLS-TE and GMPLS. In particular, it needs to be clear about 

> the relative applicabilities of RFC3630 and RFC4203. RFC3630] 

Specific text is added to section 4 and subsection 4.1.1. 

> ===

> Would be good to refine the description of the use of Notify message in Section 4.2.1. Normally Notify is used in addition to an Error message (PathErr/ResvErr), not in place of an Error message. This may be the intention of the text, but the use of "or" in two places leads to confusion. 

As use of Notify message "in addition" to Path Error is implied, confusing text has been removed. 

> If the authors intend to exclusively use a Notify message, they should look at defining an ADMIN_STATUS bit.

No, that was NOT the intent. 

> ===

> Sections 4.2.2 and 4.2.3 should be aligned with the decision on 4.2.1

>  === It would be helpful to have only one instance of section 4.2.2 

All subsections of section 4.2 are merged with a common description (i.e., aligned). 

> === The document does not state how LSP Path/Resv state that was established based on "old" OSPF/ISIS information is treated. All that we have is "rejection", but what does that actually mean in terms of error codes and precise processing?

A paragraph is added to address this comment. 

> ===

> Section 5 states that there are no new security considerations. It is true that there are no new protocol elements needing protection, but there is a change in the risk analysis. But this document introduces ways to make resources unavailable for the control plane. The section should highlight the consequences of such operations being attacked, and point out how such attacks might be detected and whether the operations place additional requirements for the use of which (existing) security techniques.

> 

The section has been updated accordingly. 

> Thanks,

> Adrian 

> 

> 

> 

>  Hi, 

>    I have reviewed the draft and have the following comments:

> 

> 1, In section 4, it is said in second paragraph that:

>    "A node where a link or the whole node is being shutdown SHOULD 

>    first trigger the IGP updates as described in Section 4.1, 

>    introduce a delay to allow network convergence and only then use 

>    the signaling mechanism described in Section 4.2."

>    

>    It means that IGP update process should be ahead of the signaling process when the graceful shutdown is performed. If I understand correctly, the IGP process is used to update the TEDB in the whole network nodes or in PCE,and the synchronized TEDB can be used for new LSP path computation.

Yes- 

>    In Section 4.2,the signaling process triggered by 'graceful shutdown' is used for existing LSP, and a PathErr or Notify message should be generated per an existing LSP
Signaling procedures are also for new LSPs as well. An IGP only solution based on [RFC3630], [RFC3784], [RFC4203] and [RFC4205] are not applicable when dealing with Inter-area and Inter-AS traffic engineering, as IGP LSA/LSP flooding is restricted to IGP areas/levels. 
> indicating the related TE resources that will be shoutdown. The head-end node(or border node) of the existing LSP can request to local path computation module or to PCE for a new path with excluded TE resource. From this point of view, the TEDB may not be updated in the me antime.

>    So, IMO,the order of IGP update process and the signaling process may not be limited.

Yes, you are right. For existing LSP the order does not matter. But for new LSP setup 

IGP update ahead of signaling procedure helps reduce the possibility of new LSP to use resource being gracefully shutdown. It also helps in the case where a node is not implementing this procedure. Specifically, it helps in getting resources being gracefully shutdown to be used only as last resort for existing LSPs. This is because IGP procedure in this document does not require any changes to existing IGP behavior. Furthermore IGP advertisement ahead of RSVP-TE signaling also helps when PCE is used. 
> 

> 2,In section 4.2.1, it is said in first paragraph that:

>  "....If available, and where notify requests were included 

>    when the LSPs were initially setup, Notify message (as defined in 

>    RFC 3471, RFC 3473) MAY also be used for delivery of this 

>    information to the head-end node, border node or PCE."  

>    

>  It implys that PCE may process RSVP-TE message. If I understand correctly, the PCE can only perform the path computation and can not process signalling message. 

>  In my concern, when the 'graceful shutdown' is performed, the PathErr should be send to head-end node or border node, and if necessary, the head-end or border node will act as PCC to request the PCE via PCEP for path computation. 

This is correct. A change has been mode in the document to accommodate this comment. 
>  

>  3, "4.2.2 Graceful Shutdown of a Label Resource " should be "4.2.4 ......"

> 

The section 4.2 does not have any subsection now, as per a LC comment. So this comment is also addressed. 

> 

> Thanks

> Jianhua Gao

> 

> 

> Here are some last call comments on this draft:

> 

> - Opening/general comment:

>    "Category: Informational" and

>    "Conventions used in this document

> 

>     The key words "MUST", "MUST NOT", "REQUIRED", "SHALL", "SHALL

>     NOT", "SHOULD", "SHOULD NOT", "RECOMMENDED", "MAY", and

>     "OPTIONAL" in this document are to be interpreted as described in

>     RFC-2119 [RFC2119]"

> 

>     Given this is NOT a standards track document, the use of RFC2119

>     style directives is misleading and should not be used.

> 

We have removed use of RFC2119 style directives. 
> - Section 2, a nit:

>    "temporarily or definitely".

> 

Yes, addressed. 

>    I think you mean indefinitely.

> 

> - Section 3:

>    "- If the resource being shutdown is a last resort, it can be

>     used. Time or decision for removal of the resource being shutdown

>     is based on a local decision at the node initiating the graceful

>     shutdown procedure. "

> 

>    "Last resort" should be defined in technical terms.  Also it's not

>    clear how this requirement is being met by the draft.

> 

A term has been added to the terminology section. 

> - Section 4.2:

>    "The Graceful Shutdown

>     mechanism outlined in the following section, uses PathErr and

>     where available, Notify message, in order to achieve this

>     requirement. These mechanisms apply to both existing and new

>     LSPs."

> 

>     This comment really applies to the whole section.  This section

>     seems to be quite a bit more than what you'd expect to find in

>     an informational document.  I think this comment given the next

>     comment:

> 

>     From a high-level perspective, it seems to me what's trying to

>     accomplish in this section is to trigger MBB based on a

>     management plane directive to gracefully shutdown a

>     resource/link/node.  Given this, it seems that this objective

>     is the same as that which soft-preemption provides, and that it

>     doesn't really make sense to have two documents (which just so

>     happen to be going through last call at the same time) that

>     provide the identical functionality.  As this document is

>     targeted as an informational document, perhaps it would be best

>     to replace all of 4.2 with a recommendation to use soft

>     preemption signaling procedures to support graceful shutdown.

> 

>     Given this comment - I'll skip detailed comments on 4.2...

> 

> Lou

> 

> 

> Lou,

> 

> What you say about "triggered make-before-break" is interesting.

> We should also look at the overlap between this work and RFC 4736 and RFC 4920.

> 

> Adrian

> 

Hi Adrian / Lou,

With respect to the comments on the mechanism to trigger the ingress LSP to perform a make-before-break, the draft already references 4736 for definition of the required pathErr codes.

 I have only had a quick look over 4920, but I would suggest that there should not be overlap with crankback for a couple of reasons:

1/To me, crankback is targeted at LSP setup time rather than in-service LSPs (stand to be corrected here!).

2/The ingress LSR seems to need to request the crankback information, making this a much more involved implementation and requiring advanced configuration at the ingress node.

With respect to Soft-preemption: Whilst I can clearly see the overlap, to me there are some reasons why it may not be appropriate to combine these in any way:

1/ We would want the ingress element to be aware of, in order to log, the reason for the MBB request and soft-preemption only has a single 'soft preemption desired' flag.

2/ In the case of graceful shutdown, the actual removal of the resource has not yet occurred and it may be up to operator discretion whether to continue with the resource removal in the case that LSPs remain.  In the case of soft-preemption, the event has already occurred (the pre-empting

LSP is already admitted).   

Cheers,

~Jon.

> 

> Dear all,

> below are my comments on this draft. I apologize if some of these have already been raised.

> 

> Mustapha.

> 

> 1. Second paragraph in the introduction states:

>    "Graceful shutdown of a resource may require several steps. These 

>    steps can be broadly divided into two sets: disabling the 

>    resource in the control plane and removing the resource for 

>    forwarding."

> I do not believe that this document achieves the disabling of the resource in the control plane. What it provides is a way to facilitate diverting LSPs away from the resource by making it a last resort resource. After IGP advertized the max TE metric of 0xFFFFFF for a link, a CSPF LSP with zero bandwidth can still have its path go over this link.

Yes, indeed. In this case we call it a last resort resource. Please refer to the document for handling of last resort resource. 

> 

> 2. Second paragraph of Section 3 reads:

> "- Once an operator has initiated graceful shutdown of a network 

>    resource, no new TE LSPs may be set up that use the resource. 

>    Any signaling message for a new LSP that explicitly specifies the 

>    resource, or that would require the use of the resource due to 

>    local constraints, must be rejected as if the resource were 

>    unavailable."

> I do not believe this draft achieves this requirement. There is no mechanism specified for a node to reject a new session reservation with zero bandwidth over the resource being gracefully shutdown.

This comment has been addressed by adding specifics on how new LSP setup should be handled by node initiating graceful shutdown procedure. 
> 

> 3. Second paragraph of Section 4 states:

> "A node where a link or the whole node is being shutdown SHOULD 

>    first trigger the IGP updates as described in Section 4.1, 

>    introduce a delay to allow network convergence and only then use 

>    the signaling mechanism described in Section 4.2. "

> I propose to remove this altogether. This does not guarantee that an LSP for which a PathErr was sent will not be re-signaled over the resource being shutdown. The reason being that most implementation provide configurable delays between consecutive floodings of LSAs/LSPs.

> It is up to the implementation at the headend node to decide how long to hold for the list of interface address in the PathErr message to allow for the flooding of the IGP TE information.

This has been changed from SHOULD to may, so it is up to the implementation now. 

But the reason why a node may like to do this is as follows- 

For existing LSP the order does not matter. But for new LSP setup 

IGP update ahead of signaling procedure helps reduce the possibility of new LSP to use resource being gracefully shutdown. It also helps in the case where a node is not implementing this procedure. Specifically, it helps in getting resources being gracefully shutdown to be used only as last resort for existing LSPs. This is because IGP procedure in this document does not require any changes to existing IGP behavior. Furthermore IGP advertisement ahead of RSVP-TE signaling also helps when PCE is used. 

> 

> 4. Last paragraph of Section 4.1.1 reads:

> "Neighbors of the node where graceful shutdown procedure is in 

>    progress SHOULD continue to advertise the actual unreserved 

>    bandwidth of the TE links from the neighbors to that node, 

>    without any routing adjacency change."

> This is not exactly correct. If you wanted to have both outgoing LSPs and incoming LSPs over the interface to be diverted, you will need to enable the graceful shutdown procedures on both sides of the interface.

> This means the procedures should be applied to the neigbour of a p2p interface.

> 

Yes. 

> 5. Section 4.2 states the following:

> "The Graceful Shutdown 

>    mechanism outlined in the following section, uses PathErr and 

>    where available, Notify message, in order to achieve this 

>    requirement. These mechanisms apply to both existing and new 

>    LSPs."

> As explained above, the mechanisms described in this document do not prevent the establishment of new LSP over the resource being flagged for graceful shutdown. Only existing LSPs at the time the user enables graceful shutdown on a link are affected.

This comment has been addressed by adding specifics on how new LSP setup should be handled by node initiating graceful shutdown procedure. 
> 

> 6. Second paragraph of Section 4.2.1 reads:

> "When a graceful shutdown operation is performed along the path of 

>    a protected LSP, based on a local decision, the PLR or branch 

>    node MAY redirect the traffic onto the local detour or protecting 

>    segment. In all cases, the PLR or branch node MUST forward the 

>    PathErr to the head-end node, border node, or PCE."

> This does not make sense. A PLR node will only take action on receipt of the PathErr message for LSPs **it originates**. FRR procedures do not react to PathErr messages unless you are proposing to change RFC 4379.

This is a good point. The related text has been removed. 
> 

> 7. Last paragraph of Section 4.2.1 reads:

> "When a head-end node, border node, or PCE receives a PathErr (or 

>    Notify) message with error value of “Local link maintenance 

>    required", it MAY trigger a make-before-break procedure. When 

>    performing path computation for the new LSP, the head-end node, 

>    border node, or PCE SHOULD avoid using the TE resources 

>    identified by the IP address contained in the PathErr (or Notify 

>    message)"

> It should be clarified that the head-end node will exclude the use of TE resource in path computation for a period of time only. The head-end node has no way of knowing in the future if a link in a downstream node is still flagged for graceful shutdown and thus cannot hold to the information in PathErr forever. The fact that a metric of a link remains set to 0xffffff in the TE database cannot be taken to mean that the link is still in graceful shutdown. It just means that this link will contibute to a high cost for a CSPF path using it.

>
Good point. Text like “The amount of time the head-end node, or border node avoid using the TE resources identified by the IP address contained in the PathErr is based on a local decision at head-end node or border node” has been added. 
